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AI is an unprecedented workload (in two ways)
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10,000 X 10,000 X

• Need to simultaneously solve two problems: (1) compute efficiency; (2) data-movement.



Trajectory of the industry
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ChatGPT

Industry PoCs
2023 2024

Industry Focus on SLMs

MSFT Co-Pilot Co-Pilot+ PC



Signs of the problem
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Cost

Microsoft is 
reportedly losing up 
to $80 a month per 
user on
its GitHub Copilot 
services

Experience

Run at lightning 
speed on your 
laptop… 
Personalized, 
private, AI so 
seamless you might 
forget it’s “AI” at all.

Security 

Most CIOs prioritize 
preventing data leak 
outside their domain 
or becoming training 
data for 3rd-party 
models. 

Decentralized 
AI

Client computing
(PCs, phones, XR)

Defense, automotive, 
industrial

On-prem & edge 
servers

https://www.google.com/url?sa=i&url=https%3A%2F%2Fwww.nextplatform.com%2F2022%2F05%2F26%2Fdatacenter-becomes-nvidias-largest-business%2F&psig=AOvVaw02pQ8R67FcTigvOpPVZP88&ust=1709605492207000&source=images&cd=vfe&opi=89978449&ved=0CBMQjRxqFwoTCKDJuvLG2YQDFQAAAAAdAAAAABAR


Some first principles
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System formfactors
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Data Center System
• LLM (1-10 T parameter) execution
• 1000 W node
• 2 POPS/node (×N nodes)
• Load aggregation

Client System
• SLM (1-10 B parameter) execution
• 10 W node
• 200 TOPS/node (×1 node)
• Single-user load

GPU
(2 POPS)

HBM
(100 GB)

GPU
(2 POPS)

HBM
(100 GB)

GPU
(2 POPS)

HBM
(100 GB)

300 W

300 W

300 W

Interconnect

NPU
(200 TOPS)

LPDDR
(32 GB)

5 W

5 W

NPU efficiency must 
go from 6 TOPS/W to 
>40 TOPS/W

Memory bandwidth 
must be 100-300 GB/s*

*Iso-compute/BW ratio to GPU (3 TB/s * 2 POPS/200 TOPS)

3 TB/s



NPU compute/data-movement energies
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MULT (INT8): 0.3pJ

MULT (INT32): 3pJ
MULT (FP32): 5pJ
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• Data-movement costs from large arrays are significant (relative to compute costs).



Compute efficiency is not enough
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Many Neural 
Networks 

(e.g., Conv. Nets.)

10×

10×

Compute 
engine

Memory

[D. Bankman, ISSCC’18]

• New computing paradigms (e.g., analog) only addressing compute efficiency are 
memory bottlenecked.

 E
ne

rg
y 

Ef
fic

ie
nc

y
(O

pe
ra

tio
ns

/s
ec

on
d/

W
at

t)

0

1

0

1
Digital Analog



A new architecture for AI computation
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Digital Accelerators

Processing Engine
(digital compute)

Cost1:
Bit-by-bit 

movement of 
lots of data

Memory
(data needed for 

computation)

In-Memory Computing (IMC)

Memory &
Compute

Matrix multiply output
In-memory data reduction (accumulation),

BUT increased dynamic range.

Analog MAC (150 TOPS/W)

Cost2:
MAC Compute

(5-10 TOPS/W)



What about digital IMC?
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Reduction by in-memory 
digital-logic adder tree

(reverts to standard 
digital acceleration)

[Y.-D. Chih, ISSCC’21]

Bit-cell area: 0.379𝛍m2

Macro area (64 kb): 202,000𝛍m2 

Bit-cell array just 11% of macro area!

• Digital IMC reverts to digital acceleration, with 
incremental advantage from custom layout

Tech. 
Node Architecture 4-b 

TOPS/W
4-b 

TOPS/mm2 Adv.

22 nm
Digital accel. 20 12 1.2X- 

2.5XDigital IMC1 50 15

5 nm
Digital accel. 40 80

1.9X
Digital IMC2 75 150

1[Y.-D. Chih, ISSCC’21], 2[H. Fujiwara, ISSCC’22]



Best 
digital 
(7nm)

[N. Shanbhag, OJ-SSCS’22] 

Where does analog IMC stand today
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Low-SNR IMC 
(22nm)

high-SNR 
SC IMC (28nm)

Low-SNR IMC (22nm)
[A. Papistas, CICC’21]

Noise sigma is 0.43LSB 
of 6-b ADC, for one 

column at single temp.
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High-SNR SC IMC (28nm)
[J. Lee, VLSI’21]

Noise sigma is 0.3LSB 
of 8-b ADC, for 256 
columns across temp.

Error bars show 
sigma across 256 

IMC columns

256-column 
overlay
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• IMC enables >10X higher efficiency (and throughput) than digital… BUT SNR tradeoff poses 
the critical limitation today.



SRAM Cell SNR

Signal 
(~104x)

Nois
e

Nonlineari
ty

Memory technology SNR
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https://www.spinmemory.com/technologies/mram-overview/

MRAM/RRAM

• Memory technology sets the bit-cell-level SNR, which varies widely with different 
technologies 

MRAM SNRRRAM SNR

TSMC 40nm [C.-C. Chou, ISSCC’18] GF 22nm [D. Shum, VLSI’17]
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Emerging memory IMC
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E.g., MRAM [P. Deaville, VLSI’22]

MRAM 
array 
(256X512)

Readout 
circuits 
(4-way 

shared)

E.g., RRAM [S. Yin, TED’20]

RRAM 
array 

(128X64)

Readout 
circuits 
(8-way)
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High-SNR IMC
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Harmed by 
process variability 

and noise

Requires costly,
niche fab 
options

Can’t support
most-advanced 

AI models

Intrinsically-precis
e

metal capacitors

No special process 
options, scales

like digital

Broad, accurate 
AI model 
support

240

Transistors

Interconnect

Capacitor

[H. Valavi, VLSI’18][H. Jia, ISSCC’21]

Traditional Analog
(current accumulation)

Switched-capacitor Analog
(charge accumulation)



Client systems must support full blend of AI
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• Wide variety of operations for inter-layer (dataflow) and intra-layer (convolutions). 

Residual Connections Depth-wise Convolutions Dilated Convolutions

https://www.google.com/url?sa=i&url=https%3A%2F%2Ftowardsdatascience.com%2Fan-overview-of-resnet-and-its-variants-5281e2f56035&psig=AOvVaw08UhA8rMC4aMNiRuFV4euL&ust=1649985391343000&source=images&cd=vfe&ved=0CAwQjRxqFwoTCOiWpOGwkvcCFQAAAAAdAAAAABAD
https://www.google.com/url?sa=i&url=https%3A%2F%2Fmedium.com%2F%40zurister%2Fdepth-wise-convolution-and-depth-wise-separable-convolution-37346565d4ec&psig=AOvVaw1psa6XhFseUUUZUBFv4RZE&ust=1649985464210000&source=images&cd=vfe&ved=0CAwQjRxqFwoTCJD1toKxkvcCFQAAAAAdAAAAABAD
https://www.google.com/url?sa=i&url=https%3A%2F%2Fwww.researchgate.net%2Ffigure%2FConvolution-process-of-transposed-convolution-layer_fig4_340020703&psig=AOvVaw1x0_AbsOrNRMgH7d1nQzQ-&ust=1649985587364000&source=images&cd=vfe&ved=0CAwQjRxqFwoTCPDHsMuxkvcCFQAAAAAdAAAAABAJ


Range of AI-model operations
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[B. Fleischer, VLSI’18]

General Matrix Multiply
(~256⨉2300=590k elements)

Single/few-word operands
(traditional, near-mem. acceleration)

• MVM are ~90% of operations → IMC must integrate in heterogenous architectures.



Need to “virtualize” in-memory computing

17

• Need to independently optimize compute vs. storage utilization.

Memory &
Compute

Memory &
Compute

Large tensor 
(many operations)

Small tensor 
(few operations)

Very low 
utilization

https://www.google.com/url?sa=i&url=https%3A%2F%2Fsaturncloud.io%2Fblog%2Fa-comprehensive-guide-to-convolutional-neural-networks-the-eli5-way%2F&psig=AOvVaw3BpQWm7Er8qbE-NsiDHNea&ust=1682088947695000&source=images&cd=vfe&ved=0CBAQjRxqFwoTCPCut-PbuP4CFQAAAAAdAAAAABAE


IMC utilization – mapping challenges
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IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

 

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

 

Temporal Utilization

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

 

Macro Utilization

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

IMC IMC IMC IMC

 

Bit-cell Utilization

• IMC is an efficient – but rigid – computing structure.

tLOAD



IMC utilization – parallelism challenges
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• IMC provides high 
hardware density:

• Different forms of parallelism cause different overheads:

Data Parallelism 
(replication)

Digital IMC

18 0.8
*Number scaled to 28nm CMOS

 

Weight-loading 
overhead

 

Model Parallelism 
(broadcast)

 

Network communication 
overhead

 

Pipeline Parallelism 
(pipelining)

 

Latency 
overhead

 

+1 +2 +3



Scalable dataflow IMC - architecture
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• Dataflow architecture enables flexible optimization of parallelism (data/pipeline)

[H. Jia, ISSCC’21]



Scaling the memory system
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Baseline design

High CI 
workload

Boost compute

Baseline design

Low CI 
workload

Boost memory 
bandwidth

Low CI 
workload

Boost memory 
efficiency

High CI 
workload

Boost compute 
efficiency

• Compute vs. memory introduces a tradeoff – can balance gains in one for gains in the 
other

• Increase memory 
bandwidth, by 
allocating more 
memory channel 

• Increase compute 
throughput, by 
allocating more NPU 
parallelism



Low-power memory innovations
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(Apple M3)

Memory on Package

LPDDR5
24 GB

(102 GB/s)

LPDDR5
24 GB

(AMD 3D VCache)

Stacked Memory on Compute

Bandwidth: 2.4 Gb/s
Capacity: 16 Gb

LPDDR4x
2015 2018

LPDDR5

Bandwidth: 3.2 Gb/s
Capacity: 16 Gb

2021
LPDDR5x

2024

Bandwidth: 6.4 Gb/s
Capacity: 32 Gb

LPDDR6

Bandwidth: 8.0 Gb/s
Capacity: 48 Gb



Thoughts
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• SoA AI models require solving compute AND data-movement bottlenecks            
→ We have a complex trade space between compute, memory, interconnect.

• Decentralized compute has emerged as a critical approach to scaling AI                      
→ This invokes strict energy efficiency requirements for compute and memory, 
de-emphasizing interconnect.

• IMC is a unique architecture for addressing compute efficiency and data 
movement                                                                                                                           → 
IMC invokes fundamental trade-offs at the circuit level (SNR) and architectural 
level (scalable/programmable parallelism)

• Future de-centralized AI compute will leverage confluence of compute and 
memory technologies


